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FOREWORD

About the authors

As members of the DNA Data Storage Alliance, we are committed to the future use of synthetic DNA 
to solve global data storage problems. We contribute our knowledge and varied perspectives to this 
document to inform you about this exciting new way of preserving and accessing the zettabytes of 
valuable information needed to preserve our unfolding human narrative. 

About the Alliance

The DNA Data Storage Alliance was formed in October 2020 by Illumina, Microsoft, Twist Bioscience 
and Western Digital. Our mission is to create and promote an interoperable storage ecosystem based 
on manufactured DNA as a data storage medium. Our initial aim is to educate the public and raise 
awareness about this emerging technology. In addition, as the methods and tools for commercially viable 
DNA data storage become better understood and more widely available, the Alliance will consider the 
creation of specifications and standards (e.g., encoding, physical interfaces, retention, file systems) to 
promote the emergence of interoperable DNA data storage based solutions that complement existing 
storage hierarchies. The Alliance neither certifies nor endorses specific products or applications. 

We heartily encourage companies and institutions intrigued by the challenges of storage scaling to 
join our work to advance this transformational approach. If you wish to get involved or just get more 
information, please visit www.dnastoragealliance.org, or contact us at info@dnastoragealliance.org�

http://www.dnastoragealliance.org/
mailto:mailto:info%40dnastoragealliance.org?subject=
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About this paper

The Alliance’s first white paper, An Introduction to DNA Data Storage, explained that the storage 
technology industry has difficulty keeping pace with the already huge and accelerating demand for 
storage capacity, how the need for a new storage tier is emerging, and how the attributes of DNA-based 
storage can meet the needs of that tier.

We are now publishing a series of white papers that do a deep dive into the following eight vertical 
markets that use archival storage. We will analyze these markets to better understand their needs from a 
storage requirements perspective.

● Digital Preservation

● Advanced Drive and Assistance Systems (ADAS)

● Consumer

● Genomics and ‘Omics

● Government

● Hyperscale and Cloud Providers

● Media and Entertainment 

● Video Surveillance

The white papers have a similar structure:

● Overview: General information about the market/industry

● Audience characteristics: An overview of the professionals who are responsible for managing  the 
storage in the specific market/industry 

● Use cases: Exploration of the main use cases for archival storage and their main storage 
requirements in the context of the viability of DNA data storage

● Conclusion 

To do the analysis in the white papers, we have defined a set of parameters (capacity, cost, performance, 
access frequency, and so on) to create a framework in which to evaluate and compare the requirements 
or enablers across the verticals and use cases. From this analysis, we draw conclusions on where and 
when DNA data storage will likely be most viable as an archival medium, and what has to happen, from a 
technology and cost perspective, to get from where we are today to the point where DNA data storage 
solutions will begin to be commercially deployed.

https://dnastoragealliance.org/publications/
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In order to analyze each use case in a non-biased way, and to learn about their storage requirements 
and how they interact and choose their storage technologies, the ADAS group interacted directly with 
high-level stakeholders through a series of subject matter expert interviews and subsequently reviewed 
public sources, including peer-reviewed journal articles, white papers, and conference proceedings, to 
corroborate these discussions�

We summarized our findings into the requirements you will find in each use case, trying to capture most 
of the common requirements�

As most interviewees preferred to stay anonymous we have not published the full interview and 
personal information about the interviewees.

We want to thank all of the interviewees for their contribution to this important research that will enable 
our readers to better understand the different potential markets for DNA Data Storage.

1  RESEARCH METHODOLOGY
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Globally, almost 1.5 billion vehicles are in operation,1 and 60 to 70 million vehicles are sold each year.2 
More new vehicles are including options for Advanced Driver Assistance Systems (ADAS) that combine 
various technologies, such as radar, sonar, GPS (Global Positioning System), LIDAR (light detection and 
ranging), and in-car networking. These technologies continuously monitor the status of the vehicle and 
describe the environment outside, assisting drivers during operation and leading to improved car and 
road safety. In addition to onboard ADAS systems, wireless communication technologies further enable 
communication between vehicles and infrastructure. 

These systems generate enormous volumes of data. Cameras (typically 6 to 8 per car) are capable of 
generating 20 to 60 MB/s each, radar upwards of 10 kB/s, sonar 10 to 100 kB/s, GPS to 50 kB/s, and 
LIDAR ranges between 10MB/s and 70 MB/s.3 These rates imply each autonomous vehicle will be 
capable of generating approximately 15,000 gigabytes – or 15 terabytes – of raw data per 8-hour period 
under peak utilization. 

In 2025, there will be at least 400 million connected passenger vehicles on the road, generating 
approximately 10 exabytes of data traffic per month globally.4As time progresses, new vehicles will 
adopt increasing levels of automation, each with increasing numbers and modalities of sensors, which 
will further accelerate data generation.4,5 Stakeholders (such as car and sensor manufacturers), insurance 
companies, and state and local transportation departments anticipate the need to retain the vast 
majority of this data6 to support:

● Hardware-in-the-loop testing and simulation-based development

● Training and validation of machine learning models

● System safety applications, such as crash reconstruction, safety-critical scenario modeling, and
hazard analyses

Although local regulations and contractual stipulations will define specific data retention periods, it 
is anticipated that international standards will require that data be retained for at least the lifespan of 
the vehicle from which the data was generated, perhaps decades more for model training purposes, 
restoration (e.g., system updates, safety recalls), liability assessment resulting from collisions, and so on. 
These requirements demand that data be protected against loss, human error, and malicious activity, 
with data governance policies strictly enforced. These requirements present an opportunity for DNA 
data storage solutions, which can provide high data density, data stability, low storage costs at rest, and 
ease of replication.

2  OVERVIEW
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IT professionals are responsible for vast amounts of data that come into the pipeline at a high rate and, 
in this case, resemble hyperscale providers. Additionally, there is hesitancy to part with any data, since 
novel insights still could be gleaned (e.g., for novel computational approaches, regulatory actions, etc.). 
Due to the large amounts of data, total cost of ownership is an issue; however, due to the value of the 
data, they place a premium on archival storage solutions with resilience and high immutability.     

As managers assess new storage technologies, resiliency at rest and demonstrated ability to be repaired 
and/or operated on in-situ would be improvements over current technologies that require a retrieval 
attempt to determine data is corrupt.

3  AUDIENCE CHARACTERISTICS
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4  USE CASES

4.1  Training Vehicles

ADAS is used to capture data from various sensors — such as GPS, LIDAR, and RADAR — onboard the 
vehicle to aggregate data, enable training and improve the collective model for autonomous vehicles. 
Typically, the data is captured in a “depot” model where each day is broken into three 8-hour shifts. 
During each shift, multiple cars are in operation acquiring data. At the end of each shift, data is uploaded 
once each car returns to the depot�  

Video comprises over 90% of data captured by 4 to 8 cameras. Approximately 15 terabytes (TB) per car, 
per shift is collected.

4.2  Self-driving vehicles

ADAS is used to monitor self-driving vehicles that are deployed on fixed routes by delivery and trucking 
services. Data from 6 to 8 video cameras is collected from these vehicles for safety, litigation, or for any 
insight, optimization, or response. 

4.3  Smart vehicles (assisted driving)

In the United States and Canada, ADAS is also used by public utilities (such as sanitation) and drones 
to assist in fixed-route driving. Data from 4 to 8 video cameras on each vehicle is collected to assist in 
detecting any obstacles on road (such as potholes) and identifying any object that requires resource 
allocation (such as use of a truck forklift). 

Over time, petabytes (PBs) of data are stored in a central data center that requires analytics, which is 
not time sensitive. A certain portion of this data can be offloaded to DNA periodically for storage and 
analytics. 

The City of Los Angeles has more than 30,000 vehicles with a goal of 2 video cameras on Public Utility 
Vehicles (PUV), and trending towards 6 to 8 cameras on law enforcement and sanitation vehicles. 
Though projections are still fluid, it is expected that this use case will see substantial growth in the 
number of drive-assisted vehicles and generated data in the future�

We have included three primary use cases for ADAS: 

1� Training autonomous vehicles

2. Monitoring self-driving vehicles

3� Assisted driving for smart vehicles nitoring self-driving vehicles
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4.4  Agricultural and enterprise

The next generation of agriculture relies on a closed-loop, information-based management cycle.8, 9 

At the lowest level, sensors monitor crops, and it has been estimated that 10% to 15% of US farmers 
are using IoT solutions on the farm across 1,200 million hectares and 250,000 farms. Additionally, it is 
estimated that, with new techniques, IoT has the potential to increase agricultural productivity by 70% by 
2050� 

At the next level, sensors are usually integrated in a platform, such as ground autonomous systems, 
satellites, aircraft (UAVs), or local weather stations. Robotic applications for agriculture are growing 
exponentially but are still too expensive for most farmers, especially those with small farms. These 
robotic systems provide detailed information on soil, crop status, and environmental conditions to allow 
precise applications of farming resources.  

Data management software collects data from sensors and platforms, and supports the automation of 
data acquisition and processing, monitoring, planning, decision making, documenting, and managing 
the farm operations. There is some controversy regarding the ownership of data, since stand-alone 
data is typically the property of the data generator, while data aggregated over many users is owned by 
the software companies. In addition, these software use proprietary formats and standardization are 
required to ensure data can be shared across platforms. Artificial intelligence can play a key role in farm 
management as decision support systems, and can find use in optimizing fertilizer applications, managing 
irrigation, and delivering pesticides. 

Commercial agricultural machinery, through variable rate technology (VRT) applied on site-specific crop 
management software, maximizes productivity and automatically optimizes machinery performance 
according to the changing conditions of the soil, plants, grain, and humidity in a harvested field. Since 
VRT acts directly on crops monitored by IoT sensors, this closes the information loop. 

Although the rate of adoption of VRT equipment has been slow, advances in autonomous driving 
technology for cars, including object detection capabilities through multi-camera systems, have already 
reduced the cost of developing automated agricultural machines. In fact, the ADAS capabilities of 
agricultural vehicles are similar to commercial vehicles (density of cameras and sensors) and customized 
to this application. These capabilities accentuate the need for real-time and offline data processing.   

While this cycle has been shown to lead to optimal decisions, to have the flexibility to be customized 
to individual farms, and takes advantage of a technical infrastructure that appears to be capable of 
delivering at scale, the volume of data currently retrieved from most commercial fields is, arguably, not 
yet at the level considered to be classified as big data. As data volumes grow and are aggregated, big data 
can provide predictive insights to future outcomes of farming (predictive yield model, predictive feed 
intake model, and so on), drive real-time operational decisions, and reinvent farming practices.
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Current technology requirements and other considerations for sections 4.1–4.4:

● Capacity: Multiple petabytes, retained for at least 1 year.

● Cost: Current solution is predominately on hard disk drives (HDDs) and standard Filers/Storage
Arrays or OEM object storage (Dell/EMC, and so on). For archiving on tape, looking for a one-order-
of-magnitude reduction in TCO.

● Access Frequency: All data is written to media for archival purposes, including raw data and data
that has been operated on in “hotter” tiers; this occurs on an hourly to daily cadence due to the
high rate of data accumulation. Read operations are less frequent and consist primarily of metadata/
derived (calculated data). This vertical is an optimal use case for computational storage, where
operations are performed on raw data in the archive prior to the read, and subsequent transfer, to
“hotter” storage tiers.

● Performance: Need to parse large datasets for high-value subsets that are potentially orders of
magnitude lower in size. Inline analytics and parallel computation capabilities can also help lead to
increased adoption if custom form factors are required. Data resiliency and immutability at rest are
key performance requirements.

● Off- and On-Premises: On-premises storage is preferred, especially in traditional rack-based
solutions in order to integrate with existing infrastructure. Custom form factors and operating/
maintenance requirements may act as a deterrent to adoption by the hyperscale users who
dominate this market, unless the cost and bandwidth of non-standard form factors represents a
significant improvement over current technologies.

4.5  High-definition mapping

4.5.1 Background

Autonomous driving with full navigation requires accurate and robust localization capabilities that 
complement GPS. To meet this requirement, two types of high-definition (HD) mapping are being 
developed: ADAS-related, and topographical and terrain mapping.10,11,12

ADAS mapping consists of street-level mapping using training vehicle cameras and GPS systems. 
Training vehicles are deployed in shifts to acquire data, which is then transferred to archival storage 
once it returns to the depot. In this case, the critical parameter is that data write time must be rapid to 
minimize fleet overlap to one shift and minimize backlogs. In topographical and terrain mapping, this 
is typically accomplished through drones and satellite imaging. While satellite mapping occurs on a 
monthly cadence, drones can be used more frequently and, in some government use cases, daily.
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 Figure 1. Estimates for upload and download data volumes for HD mapping.10

There are many corporate entities in this space, including Google, Baidu, and Apple. In addition, many 
federal, state, and local government entities are collecting data, such as NASA, the U.S. Department 
of Forestry, and state and local transportation departments. The extremely large size of the data sets, 
especially for topographical and satellite datasets, enables a variety of terrestrial and aerial ADAS use 
cases, including pathfinding and route overlays, and many analytics applications.

Pathfinding optimization algorithms for ADAS applications require a combination of data sources 
across a wide variety of length scales. Obstructions—including rocks, potholes, furniture, and 
abandoned vehicles—are important at the centimeter-to-meter scale. Congestion and parking data 
become important at the meter-to-kilometer scale�12

Other applications, such as forestry, agriculture, and local governments/agencies (e.g., parks and 
recreation, building departments) are relatively underserved, opening opportunities for business 
expansion. Data of interest includes height mapping and growth overlay, herd counting and tracking, 
and compliance with local regulations (e.g., utility pole clearance, vegetation, vandalism, maintenance).

 The storage systems that underlie these datasets come in one of two configurations: storage and 
analytics either distributed or centralized. The Apache Hadoop project is an example of the distributed 
model, where the processing of terabyte-sized datasets is distributed across clusters of computers 
using simple programming models. In the centralized model, a data lake is ringed by compute and 
temporary storage, which is purged after analysis and is always pulling new data from the lake.
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A significant limiting factor in both of these configurations is that processing, or operating on, data 
requires that data must first be read and moved to “hotter” tiers. When drawing archival data from 
tape, this is a serial process that can be time-consuming for the large datasets employed. The capability 
to perform parallel operations on data directly, while in the archive tier, could address this limitation.  

Current technology requirements and other considerations for section 4.5:

● Capacity: Multiple PBs, retained for at least 1 year with desired retention of more than 10 years.
Rate of data growth was on the order of 500 TB/day in 2020 and growing.

● Cost: HDD and standard Filers/Storage Arrays or OEM object storage is used for storing processed
sensor data prior to transferring to archival storage. Tape is used for archival storage and any new
technology will need to be on the order of 10x less TCO than tape.

● Access Frequency: Data write-only, metadata/derived (calculated data) read; optimal for
computational storage. Opportunity for parallel computation to relieve read bottlenecks for
algorithm development workflows.

● Performance: Need to parse large datasets for high-value subsets that are potentially orders of
magnitude lower in size.

● Off- and On-Premises: Stakeholders prefer on-site storage.
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In the ADAS market, the volume of data collected is extremely high. The ability to store this data, analyze 
it, and retain it over long time periods has great value. An example from NVIDIA’s ADAS 2018-2019 
GTC keynotes13 suggested training and validation datasets of at least 15 PB with 1 PB increments being 
moved from archival to top of rack feeding GPU enabled servers. Tape is considered the lowest storage 
cost next to deleting the data and is the media used for archival purposes. When looking at alternatives 
to tape, users are looking for at least an order of magnitude reduction in TCO over the retention time 
of the data, with any decreases in throughput (i.e., increased latency) adding integer multiples to this 
desired reduction in TCO. 

An additional challenge arises from the need to parse large datasets for high-value subsets, which can 
be orders of magnitude smaller in size. Moving data from tape for searching is a serial process, and 
parallel searching/pattern matching requires expensive infrastructure, such as high-performance mesh 
networks and massively parallel computation. There is a need for technologies that enable highly parallel 
computation (searching/pattern matching), even if the read latency is slow. 

DNA data storage aligns well with the archival storage needs of the ADAS community and has the 
potential to address challenges. DNA data storage has the potential to provide high-capacity, resilient 
and immutable storage with low TCO.  Rare read requests focused on specific datasets aligns well with 
the capabilities of DNA data storage technologies. Developers of physical DNA data storage systems will 
need to make rack-based solutions available to address the needs of this market. 

5  CONCLUSION
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6  GLOSSARY

Terms and their definitions are listed alphabetically:

ADAS Advanced Driver-Assistance Systems, This term refers to groups of electronic 
technologies that assist drivers in driving and parking functions. 

HDD Hard Disk Drive; This term refers to conventional spinning disk magnetic 
storage media�

LTO Linear Tape-Open (LTO) is a magnetic tape data storage technology originally 
developed in the late 1990s as an open standards alternative to the proprietary 
magnetic tape formats that were available at the time.

Object Storage Internet-scale, high-performance storage platform that can store a vast amount 
of unstructured data of any content type.
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